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MASTER OF PUBLIC ADMINISTRATION PROGRAM  

PAD 5700 -- Statistics for public management 
Fall 2013 

Hypothesis tests and correlation  

Statistic of the week  

 
Image source 

Gulf War syndrome and hypothesis tests  

* 

On 'Gulf War Syndrome', the difficulty involved in getting to the bottom of this has not been due 

to a guv'mint conspiracy.  After an epidemiological study of 2.5m veterans about ten years ago, 

including 700,000 Gulf War veterans and apparently a control group of 1.8m, the study found 

that Gulf War vets were twice as likely to come down with ALS than were their non-Gulf War 

comrades (Szegedy-Maszak 2001).  Some 40 veterans are involved.  I did a quick check of what 

I hope is a reputable ALS site, and see that the incidence of ALS is 11 per 100,000 population, or 

p = 0.00011.  So the incidence for Gulf War vets is something like 0.0002 -- 0.0001 higher than 

for non-Gulf War vets.  Not exactly a certain death threat, is it?  

 

The article notes that over 300,000 -- 300,000! -- vets were being compensated for "a variety of 

service-connected disabilities," yet this ALS study only explained what ails 40 of these 300,000, 

and even this without linking it to anything in particular associated with the Gulf War.  Similarly, 

while this study suggested that ALS may explain medical problems in 0.02% of US Gulf War 

vets, the Chalder, Hotopf, Hull & David 2001 article points out that 16% of British soldiers 

thought they have 'it'.  

 

Think about the difficulty involved in setting up such a study:  

 You're trying to tease out a very, very small difference, so need a massive sample size.  

 You can't compare service members to non-service members, because these two 

populations differ in a wide range of variables associated with the social class and culture 

common in the armed forces (working class, hard living). 

 Even comparing Gulf War and non-Gulf War vets has problems.  What is a Gulf War 

vet?  The airedale on a carrier in the Persian Gulf and the grunt on the front lines surely 

had different experiences.  Just as in the point above, it is possible that the combat troops 

most likely to have been exposed to something that could cause one of the myriad Gulf 

War maladies differ from the non-combat troops who didn't go to the Gulf.  So the higher 

incidence of ALS may simply reflect the harder drinking, more working class nature of 

combat troops.  

http://www.internationalist.org/highway91www.jpg
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Hypothesis testing.  The logic of hypothesis testing is fundamental to statistics. In a nutshell, it 

refers to the process that is carried out that allows one to assert that a study has meaningful 

results (or ‘statistically significant’ results). At its simplest, if you were to flip a coin three times 

and get two heads, you would not conclude that the coin is unbalanced.  Similarly, if you flipped 

a coin ten times and got six tails, you also would not necessarily conclude that the coin is 

unbalanced, either. This is because intuitively we know that you could get a 6-4 split fairly easy 

just as a result of randomness. 

 

Randomness is a key concept 

here as, again in a nutshell, 

‘statistical significance’ and 

meaningful results occur when 

you can rule out randomness as 

an explanation for an outcome. 

 

Correlation.  In addition to 

hypothesis testing, correlation is 

another basic, but powerful, 

statistical tool that will be 

emphasized in this class.
1
  An 

example is provided in the 

figure to the right, found in The 

Economist newsmagazine 

(online source here).  This looks 

at the relationship between two variables – corruption and human development – and plots these 

on an x/y scatterplot. Visually, one can see that as corruption decreases, ‘human development’ 

increases.  We can also do this with numbers, as will be illustrated in this lecture. 

 

Hypothesis testing 
 

We went over the logic (and SPSS mechanics) of hypothesis testing last week. To repeat, we can 

do a number of different types of tests.  Let’s run through these again, this time using the 

‘FlorInd’ dataset.  This contains data for counties in Florida and Indiana (the raw data can be 

found here). 

 

Descriptive statistics. 

 

I always think it is a good idea to begin any analysis by doing descriptive statistics, so that you 

have an idea what your sample looks like.  We will put in all of the variables used in these 

hypothesis testing exercises. So go: 

o ‘Analyze’, ‘Descriptive statistics’, ‘Descriptives’. 

o Highlight and click over with the arrow the following: 

o Personal income ($1000s per capita, 2005) 

o Local government revenue, per capita 

                                                           
1
 While I’m sure Berman & Wang know more about this stuff than I do, their book doesn’t do a good job on 

correlation. It is somewhat confusingly addressed in the chapter (14) on simple regression analysis. 

http://www.fragilestates.org/2012/02/01/how-corruption-relates-to-development/
http://www.unf.edu/~g.candler/Data/FlorInd.sav
http://www.census.gov/statab/ccdb/ccdbstcounty.html


PAD5700 week four 
 

Page 3 of 9 
 

o Unemployment rate (2006, %) 

o Unemployment rate, (2000, %) 

o Click the ‘Options’ button in the upper right, and select, in addition to the standard 

options (Mean, Standard deviation, Minimum and Maximum) the range.  

o Click ‘OK’. 

 

You should get this: 

 

Table 1 

Descriptive Statistics, Florida and Indiana counties 

 N Range Minimum Maximum Mean Std. Dev. 

Personal income ($1000s per capita, 2005) 159 34.73 15.64 50.37 28.2448 6.412 

Local government revenue, per capita 159 4476.00 1508.00 5984.00 2857.23 742.581 

Unemployment rate (2006, %) 159 5.9 2.1 8.0 4.379 1.23 

Unemployment rate (2000, %) 159 5.40 1.80 7.20 3.5094 .878 

Valid N (listwise) 159      

No blinding insights here, this is just so you know what you’re dealing with. 

 

One sample t-test. 

 

For this example, I noted from the raw data that the average personal income per capita in the US 

was $34, 471. So we will first check to see if our two states, combined, had a different level of 

personal income than this national average.  Go to: 

o ‘Analyze’, ‘Compare means’, ‘One-sample T Test’. 

o Highlight ‘Personal income ($1000s per capita, 2005) – it is a little over halfway down 

the list. 

o Click the arrow to move it into the ‘Test variable’ box. 

o In the Test Value box below this, type in 34.471 (because the variable is expressed in 

thousands of dollars, not dollars, so $34,471 is 34.471 thousands of dollars). 

o Click ‘OK’. 

 

Table 2 

One-Sample Statistics, Personal income in Florida and Indiana counties 

 N Mean Std. Deviation Std. Error Mean 

Personal income ($1000s per capita, 2005) 159 28.2448 6.41230 .50853 

We can see that the mean personal income per capita (I.e. per ‘head’, or per person) for our 159 

Florida and Indiana counties was $28, 245, well below the national average of $34, 471.
2
 

 

Table 3 

One-Sample Test, Personal income in Florida and Indiana counties versus the national average 

 

Test Value = 34.471                                   

t df 

Sig.  

(2-tailed) 

Mean 

Difference 

95% Confidence Interval of the Difference 

Lower Upper 

Personal income  

($1000s per capita, 2005) 

-12.244 158 .000 -6.22618 -7.2306 -5.2218 

                                                           
2
 I am reformatting most of these tables to get them to fit in a ‘portrait’ format in MS Word. 
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Table 3 tells us whether that observed difference ($28, 245 v. $34, 471) is statistically 

significant, or how likely it is, given the natural variation in the dataset, that we would get a 

difference as large as this as a result of randomness, even if there was no difference between the 

two states.  The probability of that is .000: we can be highly confident that Florida and Indiana 

counties have a lower mean income than does the average American. 

 

Beware unit of analysis!!!  There is a large ‘unit of analysis’ issue here, in that we are 

comparing average per capita incomes in counties, v. the average per capita income 

across the US. The problem here is that there are more, small, poor counties than there 

are large, rich ones, yet each county counts the same. 

 

Independent samples t-test. 

 

Does local government revenue per capita differ between Florida and Indiana? 

 Go to ‘Analyze’, ‘Compare means’, ‘Independent Samples T test’. 

 Highlight ‘Local government revenue’, and click the arrow to put it into the ‘Test 

variables’ box. 

 Highlight ‘State’ and put it in the ‘Grouping variable’ box. 

o Click ‘Define groups’, and type 0 in the top group, 1 in the bottom one. This is 

because the ‘State’ variable is coded as Indiana = 0, and Florida = 1.  

o So we are ready to compare an indicator of the size of local government, between the 

counties of these two states. 

o Click ‘OK’. 

 

Table 4 

Group Statistics, Local government revenue, Florida and Indiana 

 State N Mean Std. Deviation Std. Error Mean 

Local government revenue, 

per capita 

Indiana 92 2902.4891 659.58151 68.76613 

Florida 67 2795.0896 844.67078 103.19296 

 

Table 4 indicates that there is a difference: $2902 per person in local revenue for those 

apparently sociamalistic Hoosiers, and only $2795 for we real American patriot, small 

government Flada Gatas.  But is this a statistically significant difference?  See Table 5. 

 

Table 5 

Local government revenue in Florida and Indiana counties 

 

t-test for Equality of Means 

t df 

Sig.  

(2-tailed) 

Mean 

Difference 

Std. Error 

Difference 

95% Confidence 

Interval of the Diff. 

Lower Upper 

Local gov’t 

revenue, p.c. 

Equal variances assumed .900 157 .370 107.39958 119.33630 -128.312 343.111 

Equal variances not “” .866 120.41 .388 107.39958 124.00632 -138.116 352.915 

 

Table 5 shows that given the amount of variation in the sample, even if there was no difference 

in the amount of local government revenue in Florida and Indiana, the likelihood that you would 

observe a difference as a result of randomness is at least 37% (The Significance (2-tailed).  
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Therefore, you cannot be sure local government revenues differ in the two states, so Hoosiers are 

not necessarily socialists.
3
 

 

Paired samples t-test. 

 

In this case, let’s check to see if the unemployment rate in Florida has changed from 2000 to 

2006.  To start, we need to restrict the sample only to Florida. To do this: 

 Go to ‘Data’, and ‘Select Cases’. 

 Click the dot for ‘If condition is satisfied’, then ‘If’. 

 This opens a window.  On the column at the left, highlight ‘State’, and click the arrow to 

move it into the white rectangle at the top of the window. 

 Again, the ‘State’ variable is coded as Indiana = 0, and Florida = 1. We want only the 

Florida counties, so we are going to add to ‘State’ in the window the equation: ‘State = 

1’. 

 Click ‘Continue’, and ‘Okay’. 

 Check: go to the dataset, and verify that the Indiana counties have a slash through them 

(and so are omitted from the analysis), and the Florida ones remain. 

 

Now we are ready to do the test.  This test, again, is going to compare two variables to see if they 

differ.  Go to: 

 ‘Analyze’, Compare means’, and ‘Paired-Samples T test’. 

 In the window, highlight the two unemployment variables (2000 and 2006), Click them 

over with the arrow, then click ‘Okay’. 

 You get this data (I’ll omit the second table): 

 

Table 6 

Paired Samples Statistics, unemployment in Florida, 2000 to 2006 

 Mean N Std. Deviation Std. Error Mean 

Pair 1 Unemployment rate (2006, 

%) 

3.304 67 .6383 .0780 

Unemployment rate (2000, 

%) 

4.0373 67 .84653 .10342 

 

Table 1 gives the raw numbers: unemployment averaged 4.0% in the 67 Florida counties in 

2000, and dropped to 3.3% in 2006.  So unemployment dropped. But did it drop enough that we 

can be confident this is not the result of chance, or random variation?
4
 

 

Table 7 (on the next page) tells us this: given the variation in unemployment in Florida counties 

during this period, the likelihood that we’d randomly see a 0.7% difference is close to zero: .000.  

We can, indeed, conclude that the unemployment rate changed in Florida counties between 2000 

and 2006. 

 

                                                           
3
 The example of me to the contrary. Remember, I am just a sample of one. 

4
 Note, again, that this is not the unemployment rate in Florida. Instead, it is the average of the unemployment rate in 

Florida counties.  Baker and Miami-Dade counties are equally weighted. The unit of analysis is Florida counties, not 

individual Florida workers. 
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Table 7 

Paired Samples Test, unemployment in Florida, 2000 to 2006 

 

Paired Differences 

t df 

Sig.  

(2-tailed) Mean 

Std. 

Deviation 

Std. Error 

Mean 

95% Confidence Interval 

of the Difference 

Lower Upper 

Pair 1 Unemployment rate 

(2006, %) - 

Unemployment rate 

(2000, %) 

-.73284 .65421 .07993 -.89241 -.57326 -9.169 66 .000 

 

Correlation 
  

Whoa that was fun. 

 

Now to correlation.  Correlation just looks to see if two (or more) variables vary together, or 

'covary'.  It is just a mathematical version of the common x/y scatterplot.  To try to illustrate this, 

in the next couple of pages we will first do a scatterplot, so that you can visualize the 

relationship. Then we will do a correlation, to see what the numbers look like for correlations of 

different strength.  To start, we will look at how SPSS presents a... 

  

...Strong, positive relationship.  We’ll use, 

again, the FlorInd dataset.  To produce a 

Scatterplot, go to 

 Graphs, Legacy Dialog, Scatter/Dot 

 In the window, leave it set on 

Simple Scatter, and click Define. 

 Put Personal income ($1000s per 

capita, 2005) in the Y axis, and High 

School Grads in the X axis.  Click 

OK.  You should get this: 

 

This shows the relationship between 

education (as measured, or 'operationalized' 

by the high school graduation rate) and 

income (as measured, or 'operationalized' 

by the personal income per capita.  One can 

generally see that as the high school 

graduation rate goes up, so does median 

county household income. 

  

As indicated, correlation (and regression, which we address next week) just does the same thing 

mathematically.  Go to: 

 Analyze, Correlate, Bivariate 

 Load Median Household Income and High School Grads in as Variables, click OK.  You 

get Table 9, on the next page 
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To interpret this: 

 First, the correlation matrix 

presents everything 

twice.  Cutting diagonally 

down and to the right are 

the correlations between 

each variable and itself, 

which is always a perfect 

correlation (of '1'). 

 In the upper right you get 

the correlation between 

income and education, and 

below this and to the left 

the correlation between 

education and 

income.  These are always identical. 

 The N just tells you how many cases in the dataset contained both variables.  In this case, all 

159 counties in the dataset had income and education data 

 The Sig. (2-tailed) presents the results of the null hypothesis that these two variables are not 

related.  The result of .000 indicates that there is close to zero chance (less than .0005) that a 

relationship like that presented in the scatterplot in Figure 8 would occur randomly.  

Therefore, you can be highly confident that there is, indeed a relationship between the two 

variables.  This is statistical significance: can you be confident that the two variables have 

some sort of relationship.   

 The Pearson Correlation gives an indication of substantive significance, or how strong, how 

much substance, there is to this relationship.  The sign (+ or -) tells you whether the two 

variables are positively (both go in the same direction) or negatively (as one goes up, the 

other goes down) 

correlated.  Levin and Fox (p. 

256) give some sense how to 

interpret this: a figure of 0.10 

indicates a weak correlation, 

0.30 a moderate correlation, 

0.60 a strong correlation.  So in 

this case we have a statistically 

significant, strong relationship 

between income and education. 

 

No relationship.  To flesh this out 

a bit better, Figure 10 and Table 11 

do the same thing for a non-

relationship, which in this dataset 

is that between manufacturing 

(operationalized as the percentage 

of personal earnings in the county 

coming from manufacturing) and 

Table 9 

Correlation between high school graduation and personal 

income, Indiana and Florida counties 

 
High school 

grads (% of 

persons age 25+) 

Personal income 

($1000s per 

capita, 2005) 

High school grads (% 

of persons age 25+) 

Pearson Correlation 1 .658** 

Sig. (2-tailed)  .000 

N 159 159 

Personal income 

($1000s per capita, 

2005) 

Pearson Correlation .658** 1 

Sig. (2-tailed) .000  
N 159 159 

**. Correlation is significant at the 0.01 level (2-tailed). 
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education (again operationalized through the high school graduation rate).  The scatterplot is 

presented on the previous page. Note that it is hard to identify a trend. 

 

...and the correlation data, in 

Table 11: 

 

In this case, we do not see a 

statistically insignificant 

relationship: the Sig. (2-

tailed) is .532, indicating 

that there is a 50%+ chance 

that the relationship shown 

in Figure 10 could occur 

randomly.  Therefore we 

can't be at all confident that 

the two variables are related in Indiana counties.  The Pearson Correlation is effectively zero, as 

we can't be confident that the 0.051 figure isn't just random noise. 

  

Weak, negative relationship. 

Finally, the next example (Figure 

9, Table 10) shows a 

moderate/weak negative 

relationship.  Here we’ll use the 

college graduation rate in a 

county, and the unemployment 

rate. 

 

It looks more or less like a 

triangle, with lots of counties with 

low college graduation rates, and 

lots of variation in their 

unemployment. But as the 

percentage of college graduates 

increases, the likelihood of high 

unemployment decreases. 

 

Now for the same relationship, in 

numbers.  I’ll edit the table even more, to 

make it fit this page (because I’m 

obsessive compulsive). The correlation 

data in Table 12 confirms this weak, 

negative relationship. 

 

 

 

 

Table 11 – 

Correlation between high school education and 

manufacturing earnings, Florida and Indiana counties 

 

High school 

grads (% of 

persons age 25+) 

Manufacturing 

income (% total 

earnings) 

High school grads 

(% of persons age 

25+) 

Pearson Correlation 1 .051 

Sig. (2-tailed)  .532 

N 159 155 

Manufacturing 

income (% total 

earnings) 

Pearson Correlation .051 1 

Sig. (2-tailed) .532  

N 155 155 

Table 12 

College graduation rates and unemployment 

 

College grads (B.A. 

or higher, % of 

persons age 25+) 

Unemployment 

rate (2006, %) 

Pearson Correlation -.346
**

 

Sig. (2-tailed) .000 

N 159 
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Spurious correlation. 

 

A last point that should be made 

concerns spurious correlation, and the 

distinction between correlation and 

causality (source of image at right). 

 

To illustrate, do a scatterplot and a 

correlation of the relationship between 

population and violent crime. 

 

Lookit that picture: I mean, can you say 

ai caramba?!?!?! I have, by the way, 

cropped the results to remove the two 

largest counties, so that the bulk of 

counties are stretched out a bit better. But 

the trend is undeniable.  Compare this to 

Figure 8, which was a ‘strong’ 

relationship, with a Pearson correlation 

of .658.  This one (I won’t copy in the 

correlation results) is statistically 

signicant (Sig. 2 tailed = .000), and the 

Pearson correlation is 0.969, practially a 

straight line. 

 

Still, what are the policy implciations of 

this? Should Jacksonville get rid of 

people to reduce its high rate of violent crime? 

 

Some exercises 

 
Play around with the datasets! 

* 

References: 
 

Chalder, T., M. Hotopf, C. Unwin, L. Hull, K. Ismail, A. David, S. Wessely (2001).  "Prevalence 

of Gulf war veterans who believe they have Gulf war syndrome: questionnaire 

study."  British Medical Journal, Sept 1. Available online. 

McClave, James and Terry Sincich (2003).  A First Course in Statistics.  Upper Saddle River, 

NJ: Prentice Hall. 

Szegedy-Maszak, Marianne (2001).  "A Gulf War legacy."  U.S. News & World Report, Dec 24, 

p. 50. Available online. 

http://xkcd.com/552/
http://www.ncbi.nlm.nih.gov/pmc/articles/PMC48129/
http://health.usnews.com/usnews/health/articles/011224/archive_019935.htm

